CS3/586 Introduction to Databases – Fall 2009
Homework 4 - ANSWERS
1)    Suppose a manufacturer builds two new disk drives with the same storage capacity: 

· a tall, narrow disk drive with 32 platters but only 8K tracks per platter and 

· a short, wide disk drive with only 4 platters with 64K tracks on each platter

The tracks on these two drives hold the same amount of data.  The platters spin at the same rate.

(i)Which of these two drives, the tall or the short one, will have the smallest average seek time?  Explain briefly.

The tall one, since the arm has to seek over at most 8K tracks.

(ii)Which of these two drives, the tall or the short one, holds the most data in one cylinder?  Explain briefly.

The tall one – a cylinder holds 32 instead of 4 tracks, and each track holds the same amount of data.
2. Consider the B+-tree index on slide 21, lecture 6.  Assume none of the tree is in memory and the index is unique.  Assume that in the data file, every data record is on a different page.  How many disk I/Os are needed to retrieve all records with search keys valued 27 or greater?   
Answer: 10 or 11 
3.   Consider this join query:


SELECT *


FROM pas L, cand R 

WHERE L.candid = R.candid;

Calculate the cost (in time) of a nested loop, index nested loop and sort-merge join.  Assume indexes as given in the DDL distributed in class.
ANSWER: We know from the notes view in slide 50 that the statistics for pas are:
M = 2303 pages in L, PL = 74 rows per page.

Using the query SELECT pg_relation_size('cand')/8192; we find
N = 96 pages in R .

Using the query SELECT COUNT(*)/96 FROM cand; we find

PR = 39 rows/page .

Nested Loop: 2303+74*2303*96 = 16,362,815 I/Os ( 2 days
Index Nested Loop: 2303+74*2303*3 = 513569 I/Os ( 1.4 hours

Sort-merge: 5(2303+96) = 11,995 I/Os ( 2 minutes
4.  Describe the parser’s output given the following input:

SELECT  candname

FROM
   cand JOIN comm
ON     candid.princomm = comm.commid
WHERE   comm.state=‘OR’;

ANSWER
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5. Follow the instructions on slide 61 of Lecture 6 to set up the Visual Planner.  Open the file noindex97223.pln , then answer these questions:
a) What is the total cost of the optimal plan? 35,471
b) The left input is an index scan.  What index is being used? comm_pkey, the primary key index in the comm table, which is on commid according to the DDL.sql file
c) The join is a Sort Merge Join.  The Sort Merge Join requires sorting the left and right input.  Why doesn’t this plan sort the left input? Because the left input is already sorted on commid, the joining attribute
Now open the file index97223.pln and answer these questions:

d) What is the total cost of the optimal plan? 1380.69
e) Why is the total cost of this plan so much cheaper than the total cost of the other optimal plan? Because the right input uses an index scan so it is much cheaper than a sequential scan.
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