CS3/586 Introduction to Databases – Fall 2009
Homework 4, Due at the start of class Thursday Nov 12
As with all homeworks, you may do this assignment as an individual or as part of a team of two persons.   If you work in a team, then turn in one assignment paper, with both of your names on the paper. [n] means the question is worth n points.  
Part I (Database Application)

In this assignment you will develop a database application of your choice.  This is to be done as an individual or in a team of two.  You are encouraged to select an application that at least one of you is familiar with. This will allow one of you to serve as a domain expert for your assignment.  Or, if you are able to arrange to talk to one or more outside domain experts, that would work as well.  

Your application must be accessible via a browser.  You may use any HTML scripting language you wish; I will give a lecture on PhP.

You will implement your relational database schema using a relational DBMS (e.g., PostgreSQL, MySQL, ...) and load it with realistic data (that can provide answers to the queries that you write).  
The first three (1,2,3’) deliverables are part of homework 3:

1. [10] A high-level introduction to your application, in English ( one page).   Grammar and spelling count here and henceforth.

2. [10] Three to five use cases for your application.  Each use case should have a name and should identify the actor(s) involved along with a numbered, step-by-step description of what the actor will accomplish (when the use case follows the normal course of events and is successful).  You should list exceptions to the normal course of events, in a separate section at the end of each use case.   You will be implementing three of these use cases.  They should involve SQL SELECT, INSERT, and UPDATE statements, so you may want to plan ahead, though we will not check for this in assignment 3.

3’  [10] One database design.  The database design consists of an ER diagram (in UML notation), plus a description of the entities, relationships and attributes if necessary to understand them.  This is NOT the relational database schema, so it should include only relationship sets and entity sets.  Include cardinalities for both sides of each relationship set and give a name to each relationship set.  Remember that these names are on a line.  Your database design should contain at least SIX entity sets.

The remaining deliverables can be found in homework 7.  You may change deliverables 1-3’ when you hand in homework 7.
Part II (Query Processing)

1)   [15] Suppose a manufacturer builds two new disk drives with the same storage capacity: 

· a tall, narrow disk drive with 32 platters but only 8K tracks per platter and 

· a short, wide disk drive with only 4 platters with 64K tracks on each platter

The tracks on these two drives hold the same amount of data.  The platters spin at the same rate.

(i) Which of these two drives, the tall or the short one, will have the smallest average seek time?  Explain briefly.

 (ii) Which of these two drives, the tall or the short one, holds the most data in one cylinder?  Explain briefly.

2. [10] Consider the B+-tree index on slide 21, lecture 6.  Assume none of the tree is in memory and the index is unique.  Assume that in the data file, every data record is on a different page.  How many disk I/Os are needed to retrieve all records with search keys valued 27 or greater?   
3.  [15] Consider this join query:


SELECT *


FROM pas L, cand R 

WHERE L.candid = R.candid;

Calculate the cost (in time) of a nested loop, index nested loop and sort-merge join.  Assume indexes as given in the DDL distributed in class.
4. [15] Describe the parser’s output given the following input:

SELECT  candname

FROM
   cand JOIN comm
ON     cand.princomm = comm.commid
WHERE   comm.state=‘OR’;

5. [15] Follow the instructions on slide 61 of Lecture 6 to set up the Visual Planner.  Open the file noindex97223.pln , then answer these questions:
a) What is the total cost of the optimal plan?

b) The left input is an index scan.  What index is being used?

c) The join is a Sort Merge Join.  The Sort Merge Join requires sorting the left and right input.  Why doesn’t this plan sort the left input?

Now open the file index97223.pln and answer these questions:

d) What is the total cost of the optimal plan?

e) Why is the total cost of this plan so much cheaper than the total cost of the other optimal plan?



























